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1. Abstract 
 
On-Line Analytical Processing (OLAP) has been successfully applied to improve 
decision making in organizations, and as data volumes and update frequencies 
increase, there is a growing need for automated processes that rapidly capture 
the essence of the data. However, as globalized trading and connectivity 
increases, the pace and unpredictability of business operations increase as well. 
This means that traditional methods of user driven data discovery will be too 
slow, and traditional methods of long-term forecasting will be unreliable since the 
environment is in reality behaving chaotically. For business users and their 
organizations this means that the ability to act swiftly based upon changes in the 
environment is the key determining factor for success and failure. In this project 
we research technologies that enable this ability by pursuing two directions: 
sentinel rules and few clicks in the OODA loop. 
 
Sentinel rules are schema-level rules that provide the user with an early warning, 
typically when data concerning the external environment changes. For instance if 
there is a surge in negative blogging about a company’s products, a sentinel rule 
can warn that revenue will go down within two months if no course of action is 
taken. By doing this, we expand the window of opportunity for the organization, 
and therefore render the organization capable of successful navigation even 
though the world behaves chaotically. This project presents four articles that 
define, implement and conduct experimental evaluation of an algorithm for 
sentinel discovery that supports real-world multi-dimensional data as well as 
streaming data. The algorithm is designed to scale linearly on large volumes of 
data. 
 
The framework proposed as part of the Computer Aided Leadership and 
Management (CALM) concept is specifically made to cope with the challenges 
faced by leaders and managers since they effectively operate in a world of chaos 
due to the globalization of commerce and connectivity; one could say that in this 
chaotic world, the ability to continuously act is far more determinative for success 
than the ability to long-term forecast. The idea in CALM is to take the 
Observation-Orientation-Decision-Action (OODA) loop (originally pioneered by 
Top Gun fighter pilot John Boyd in the 1950s), and integrate business intelligence 
(BI) technologies to drastically increase the speed with which a user in an 
organization cycles through the OODA loop. This project presents one article in 
which we investigate the feasibility of few clicks being a valid measure for the 
effectiveness of the user traveling through the phases of the OODA loop. Through 
these experiments we gain important insight into how we can better design 
future business intelligence applications that move the user through the OODA 
loop faster. 
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2. Background 
 
On-Line Analytical Processing (OLAP) has been successfully applied to improve 
decision making in organizations, and as data volumes and update frequencies 
increase, there is a growing need for automated processes that rapidly capture 
the essence of the data. However, as globalized trading and connectivity 
increases, the pace and unpredictability of business operations increase as well. 
This means that traditional methods of user driven data discovery will be too 
slow, and traditional methods of long-term forecasting will be unreliable since the 
environment is in reality behaving chaotically. For business users and their 
organizations this means that the ability to act swiftly based upon changes in the 
environment is the key determining factor for success and failure. 
 
For the past few decades, focus has been put on the immediate data warehousing 
challenges of obtaining and storing data needed for business purposes, and 
subsequently making it accessible with reasonable performance [57]. Although a 
number of applications have emerged in the OLAP space, there has been little 
theorizing about the management challenge of turning stored data into 
meaningful and valuable decisions, with perhaps the exception of Kimball's 
"Analytical Cycle" that suggests a specific way to conduct a business analysis [27]. 
 
The framework proposed as part of the Computer Aided Leadership & 
Management (CALM) thesis [32] can assist with a heuristic approach to applying 
the technologies available at any given time, to the challenges faced by leaders 
and managers; moreover this framework can assist in uncovering new areas for 
future research that will benefit organizations in the years to come. The idea is to 
take the Observation-Orientation-Decision-Action (OODA) loop, which was 
originally pioneered by Top Gun fighter pilot John Boyd in the 1950s [28], and 
apply the state-of-the-art technologies at any given time to facilitate that users 
can react as fast as possible from an incident is observed to an action is taken. 
 
The rationale is that if these four phases are cycled continuously and as fast as 
possible for every business user in an organization, then the organization is 
optimizing its resources and maximizing its ability to deal with both problems and 
opportunities. In CALM we use the following definitions of the individual phases:  
 
Observation – in this phase we use technology to look at the data with an 
expectation of what it should be.  
 
Orientation – in this phase we look at the data in different ways depending on 
what it shows, typically this phase is initiated after something in the observation 
phase has proven to be different from what we expected.  
 
Decision – this phase is currently undertaken primarily by human intelligence, but 
the results found in the Data Warehouse can be evaluated against other external 
or internal -typically unstructured- data. 
 
Action – based on the decision made, we seek to implement the course of action 
chosen. 
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The figure below illustrates the OODA loop with the current state of the art end 
user features. 
 

 
If we succeed in allowing a user in an organization to move as fast as possible all 
the way from the observation phase to the action phase, we are basically using 
information technology to channel the core competency of that organization as 
effectively into its environment as possible. From a competitive perspective, 
success is not granted, but if maximum speed in the application of core 
competency is achieved there is nothing more we can do for that organization. 
Therefore, the ultimate challenge for developers of information systems that 
cater leaders and managers in an organization is to ensure the speed from the 
observation to the action phase, and perhaps in some instances to allow a deeper 
understanding about what the core competency of the organization really is. 
 
To meet these challenges there are obvious areas that need to be improved with 
contemporary technologies. Typically the different technologies within the field of 
business intelligence have been fragmented, meaning that different applications 
were needed in order to create and distribute reports (observation) or to create 
and conduct analysis (orientation). Moreover, there are very few technologies 
that seek to go beyond the phases of observation and orientation to also cater the 
needs in the decision and action phases. 
 
The goal of this project is to perform research into technologies that assist users 
to act fast upon changes within their area of interest or responsibility. There are 
basically two directions where we can improve the ability to react fast in the 
environment, first we can improve the speed with which we go through the four 
phases in the OODA loop, and secondly, we can seek to expand the horizon in the 
environment where we conduct our observation and orientation. 
 
Expanding the horizon in the environment can in theory be done using the 
sentinel concept as it is proposed in the CALM thesis. However, in the CALM thesis 
there is no actual process described of how to create the link between the 
sentinel and the Key Performance Indicator (KPI). The research in this project will 
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seek to bridge this gap by proposing and testing methods to discover sentinels for 
business intelligence in the real world (please see section 3.2 for more details). 
 
In order to measure the speed with which a user is able to move through the 
phases in the OODA loop we need to understand if such a measure exists. If 
successfully identified, such a measure will be able to provide a foundation for 
structured improvement of OODA speed in the future. In this project we propose 
the number of interactions the user makes during the phases, and in 
contemporary business intelligence technology these interactions can be counted 
as the number of clicks (please see section 3.3 for more details). 
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3. Project Description 
 

3.1 Introducing the OODA Concept in Business Intelligence 
 
The initial part of the project will set the scene for the following research. In this 
phase the OODA concept is introduced as a heuristic approach to integrating the 
latest state-of-the-art technologies with the decision making process of leaders 
and managers. The research of this initial phase will result in a short article and 
speech about how this approach can also be used to identify the gaps between 
leadership needs and contemporary technologies, seeking to bridge these gaps 
identifies three new desired technologies that can be used to improve leadership 
and management throughout an organization. This research has delivered the 
following short article: 
 
Improving Business Intelligence Speed and Quality through the OODA Concept 
This article introduces the Observation-Orientation-Decision-Action (OODA) 
concept as a mean to identify three new desired technologies in business 
intelligence applications that improve the speed and quality in the decision 
making processes. Specifically, the article identifies: artificial intelligence to 
reduce human interaction in the OODA loop, “sentinels” that can give early 
warnings about a later influence on a business critical measure, and finally the 
ability to analyze the speed and quality of an OODA loop in order to quantify and 
analyze organizational talent and core competencies. In this project the 
technologies for sentinels (See section 3.2) and improvement of OODA 
effectiveness (See section 3.3) are pursued further. This article was presented on 
DOLAP ’07. 
 

3.2 Discovering Sentinels 
 
In the CALM framework, any organization and its purpose can be described as a 
number of OODA loops that are continuously cycled by users and conform to one 
or more Key Performance Indicators (KPI’s) that define their success. Having 
established a number of OODA loops with a number of KPI’s assigned, we might 
provide the users with technologies that can help them identify patterns that can 
act as “sentinels”. These sentinels, causal or not, are ideally measure changes that 
can give early warnings about a later influence on a business critical measure, thus 
by changing the focus from the actual KPI to a sentinel we can gain a time 
advantage in the observation phase and react when the sentinel is changing 
before our KPI is changing. 
 
On the other hand, the orientation phase in which we identify the causes for a 
given incident in the observation phase is the first to be improved by the sentinel 
concept. The aim here should be to provide the business users with technologies 
that automatically identify measures that qualify for sentinels in order to find the 
best, perhaps less intuitive sentinels. By doing this the user will gain great insight 
and understand causal relationships that can be turned into action right away; but 
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additionally, the user can now follow the sentinels identified in order and thus be 
responsive going forward as explained in the previous paragraph. 
 
One could say that sentinels, once identified, reduce the time from observation to 
action, and that the discovery of sentinels reduces the time in the orientation 
phase. One way to look at the sentinel concept is that it expands the ”horizon” by 
allowing the user to see data from the external environment, and not only for the 
internal performance of the organization. The idea behind placing ”sentinels” at 
the outskirts of the data available for an organization seeks to harness both these 
ways of improving reaction time and thus organizational competitiveness. 
Metaphorically, what we seek to do for navigation of organizations with sentinels, 
is what radars do for navigation of ships. A sentinel rule is a relationship between 
two measures, A and B, in an OLAP database where we know, that if measure A 
changes at one point of time, then measure B changes within a certain warning 
period, with a certain confidence. If such a relationship exists, we call measure A 
the source measure, and measure B the target measure. Usually, the target 
measure is a KPI or something critical to fulfilling a KPI. The source measure is 
ideally a measure that either represents the external environment, or a measure 
as close to the external environment as possible (from the perspective of the 
organization’s OLAP database). Examples of source measures for an organization 
could be: the number of negative blog entries (external), the number of positive 
articles in papers (external), or the number of complaints from customers 
(internal, yet as close to external as possible). Examples of target measures could 
be: revenue and contribution margin. 
 
Let us imagine a company selling a product on a global scale where we have 
discovered the following sentinel rule: ”IF negative blogs go up THEN revenue 
goes down within two months AND IF negative blogs go down THEN revenue goes 
up within two months”. Let us assume that every day Google is searched for 
negative blogs, and the number of negative blogs is stored along with all other 
measures in the company’s OLAP database. In addition, the company’s BI solution 
has the capability of notifying users based on the sentinel rules when data is 
loaded. When a user receives an agent notification on his desktop or PDA which 
tells him that the number of negative blogs go up, he will know ahead of time that 
revenue will go down in two months with a certain confidence. Depending on the 
situation, the user might have a number of possible evasive actions such as: post 
positive blogs to sway the mood, or perhaps reduce cost in order to cope with an 
anticipated reduction in revenue. Whatever the course of action, the sentinel rule 
has contributed to awareness of a potential problem and thus reduced the time 
from observation to action. 
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Formally, we define sentinels rules as follow: 
 

 
 
The goal of the sentinel research is to deliver four articles as follows, whereof the 
first has already been written:  
 
Discovering Sentinel Rules for Business Intelligence 
In this paper, we introduce the concept of sentinel rules. Sentinel rules are 
schema-level rules that provide the user with an early warning, typically when 
data concerning the external environment changes. For instance if there is a surge 
in negative blogging about a company’s products, a sentinel rule can warn that 
revenue will go down within two months if no course of action is taken. By doing 
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this, we expand the window of opportunity for the organization, and therefore 
render the organization capable of successful navigation even though the world 
behaves chaotically. Since sentinel rules are at the schema level as opposed to the 
data level (such as association rules and sequential patterns), we are able to 
provide the user with fewer, more general rules, which means that less time is 
needed to interpret the output. In addition, our solution handles the fuzziness of 
real-world data by applying a weighted elimination process which eliminates the 
contradictions that occur in real-world data (please see related work in section 5 
for more details). The paper presents a method for sentinel rule discovery and an 
SQL implementation of this based on Microsoft SQL Server 2005. The 
implementation is assessed in computational complexity and subjected to 
experimental evaluation. It is verified that the implementation scales linearly on 
large volumes of data. Furthermore, the implementation is tested on real-world 
data where it identified useful and relevant rules for decision making. This article 
will be submitted to DASFAA ’09. 
 
An Optimized Algorithm for Sentinel Discovery 
This article introduces an algorithm for sentinel discovery and uses the simple 
solution from previous article as a baseline. In contrast to the previously proposed 
SQL implementation, this algorithm is expected to be superior in performance as 
well as allow multiple source measures to be combined into one sentinel rule. In 
addition, the algorithm will also be targeting streaming data sources which means 
that it will also take into consideration a sliding window for observation and 
retirement of relevant data. The goal is to produce an algorithm that scales 
linearly while at the same time outperforms the previous SQL implementation. It 
is expected that superior performance can be achieved by eliminating some rules 
that do not apply during the discovery process as opposed to in the end, in 
addition, this algorithm will take greater advantage of main memory and is thus 
expected to perform much faster when all data can fit into memory. This is 
particularly interesting in cases with streaming data where we intend to fit the 
sliding window to match the size of the main memory in order to optimize 
performance. This article will be submitted to VLDB ‘09. 
 
Sentinel Discovery on Dimension Hierarchies 
This article introduces a parameterized implementation of the sentinel algorithm 
that exploits the dimensions to discover sentinels that only appear at some levels 
of the dimensional hierarchies. The approach will expand the algorithm from the 
previous article to exploit the hierarchical data to identify clusters where certain 
sentinel rules apply. Most likely the algorithm will rely on a bottom-up approach 
where sentinel rules are grown from the lowest granularity of the data, and as we 
travel higher up in the hierarchy some rules are retired if they do not apply on 
these levels; effectively we expect to end up with a set of sentinel rules that apply 
to a cluster bounded by the dimension levels over which no rules are applicable. 
For example one can think a scenario where the rule: ”IF negative blogs go up 
THEN revenue goes down within two months AND IF negative blogs go down 
THEN revenue goes up within two months” applies to the state of California, this 
rule is then tested and found to apply to all states in the United States, however it 
is not found to apply to any other countries in the world. In other words, we grew 
the rule from the lowest level, in this case California, and from there we went to 
the next hierarchical level, United States, and found the rule to be true as well. At 
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the global level we found the rule not to be true, and thus the largest cluster for 
which the rule is true is United States. Using this bottom-up approach is expected 
to give a very fast performing and useful addition to the algorithm for sentinel 
discovery. This article will be submitted to DOLAP ‘09. 
 
Sentinel Discovery in the Real-World 
This article will be a field study on real-world data to assess the feasibility of 
sentinels. We will test the ability to discover meaningful and useful sentinel rules 
on a number of real-world datasets, e.g., a dataset with three years of weather 
observations and a dataset with at least three years of financial, project and 
support data. If possible, it is also desired to use data such as those from Google 
Trends to discover sentinel rules that deal with the relationship between number 
of searches for a company or product and the respective financial figures. We 
expect to find that the algorithm will find meaningful rules and while doing so give 
us interesting insights by identifying certain clusters where specific rules apply. 
Moreover, we expect to find that in many cases the entire discovery process can 
run in main memory which means that performance on real-world data is highly 
feasible and within reach for many organizations. This article will be submitted to 
PAKDD ‘10. 
 

3.3 Few Clicks as a Measure for Usability 
 
If “few clicks” is equal to OODA loop speed as well as OODA usability, we have 
found a quantifiable way to assess any application in terms effectiveness from a 
leadership and management perspective, and equally interesting, this will give us 
a way to automatically assess the speed of any organizational OODA loop from a 
computer standpoint. 
 
The research in this project will conduct an initial survey into whether the number 
of clicks appears to be a good measure for the perceived usability as well as the 
speed of which the user can get things done. The goal of the research is to deliver 
the following article: 
 
Is Few Clicks a Valid Measure for Effectiveness in Business Intelligence? 
This research will investigate the feasibility of few clicks being a valid measure for 
the effectiveness of the user traveling through the phases of the OODA loop. In 
practice we will set up a number of tasks that a number of test users will have to 
do in a number of applications. During these tasks we will observe the number of 
clicks as well as the success of the tasks, and in addition we will ask the users own 
opinion of perceived usability. Using these data we will investigate if any 
correlations exist between number of clicks, number of successes/errors and 
perceived usability. We will select a number of tasks and applications that are as 
closely related to the field of Business Intelligence as possible. We will also 
conduct research in the real-world by observing the number of clicks of users on a 
real business intelligence application to assess few clicks as a meaningful 
measure. In this context we will look into the number of clicks, the time between 
clicks as well as the complexity of the information presented to the user, where 
complexity is a measure based on the number of cells, dimensions and measures 
that are returned to the user. Through these experiments we hope to gain 



12 
 

important insight into how we can better design business intelligence applications 
that move the user through the OODA loop faster, and we expect to gain the most 
insight from the discrete observation of users since this is not biased as opposed 
to the users’ opinions gathered. This article will be submitted to either DOLAP ‘10 
or CHI ‘11. 
 
--- 
 
In summary the scientific method applied in this project is a blend of analytical, 
constructive and experimental approaches. During the four articles about 
discovering sentinels (section 3.2) a series of prototypes will be developed. These 
prototypes will be validated on synthetic data to assess functional correctness and 
on real-world data to assess them for usefulness. In addition, both types of 
validation will assess the usefulness of the algorithms from a performance point 
of view. In the final article about few clicks as a measure for usability (section 3.3) 
data from real-world usage of business intelligence will be collected and analyzed 
in order to test the hypothesis that few clicks is indeed a meaningful measure to 
assess usefulness of a business intelligence application. 
 
We expect that the research and the six articles compiled during this project will 
be a valuable contribution of concrete solutions to problems that organizations 
face in global competition. In addition, we hope to provide a good research 
foundation that others can use in their research going forward. 
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4. First Year Experiences 
 
During the first year one short and one normal length article were written. The 
first article was presented at DOLAP 2007, and the second is in the process of 
conference submission. During the research and writing of primarily the second 
article I have learned a lot about declaration and experiments in computer 
science. In addition, I have decided to give my project even more focus on the 
field of data mining than I expected one year ago. The reason for this focus is 
based on the learning I gained during research which led me to see how much 
more potential for research and articles this field held. 
 
During the year I have also been inspired by four Ph.D. courses, in particular the 
two courses that dealt with data mining, as can also be seen from the increased 
focus mentioned above (please see Section 6.1.3 about Ph.D. courses followed in 
the first year). Other skills within this field have been learned by reviewing one 
paper so far as well as reading additional papers as part of my research. 
 
Experiences within teaching have been gained in the first year where I have been 
speaking at a number of conferences for business intelligence professionals 
(please see Section 6.1.3 about scientific communication during the first year). 
 
Practical experiences within the use of SQL and tuning of Microsoft SQL Server 
have been gained during the research. 
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5. Related Work 
 
The Observation-Orientation-Decision-Action (OODA) loop was originally 
pioneered by Top Gun fighter pilot John Boyd in the 1950s [28], and this 
framework was used to bridge the challenges faced when the United States F-86 
Sabre met with MIG-15’s from North Korea. At the time, the OODA loop was used 
to methodically decrease the reaction time of the F-86 Sabre pilot by exploiting 
the differences of the two planes. The idea to combine the OODA loop and 
business intelligence in a framework in order to minimize time and optimize 
quality is known from the Computer Aided Leadership & Management (CALM) 
thesis which originated in the fields of managerial and organizational sciences 
[32]. 
 
Several authors have addressed the idea that the creation and maintenance of a 
data warehouse should be conducted in a structured manner and in accordance 
with a framework [24], [26], [27]. In addition a lot of research has focused on 
easing the task of creating user specific reports as well as conducting autonomous 
and interactive data analysis [8], [10], [15], [25], [33], [42], [44], [46], [53], this 
research also includes special conditions that arise when dealing with very large 
datasets [13], [15], [54]. The ability to reduce the time needed for users to gain 
sufficient insight and knowledge from a dataset has also been explored through 
new visualization techniques spanning from two-dimensional [30], [52] to three-
dimensional approaches [6], [54].  
 
The idea that some actions or incidents are interlinked has been well explored in 
association rules [1]. The traditional case study of association rules has been 
basket-type association rules, and significant effort has been put into optimizing 
the initially proposed Apriori algorithm [4], including its extension to exploit the 
performance of a parallel shared-nothing multiprocessor system [3]. 
Improvements in performance as well as lower memory usage compared to the 
Apriori algorithm has been gained by growing a compressed frequent pattern tree 
in memory [23], and improvements in the selection process of thresholds that 
determine the interestingness of rules has also been introduced [50]. 
 
Sequential pattern mining introduces a sequence in which actions or incidents 
take place, with the intention of predicting one action or incident based on 
knowing another one. This adds to the complexity of association rules which 
makes the Apriori approach even more costly [5], thus new approaches to 
improving the performance of mining sequential patterns have emerged [22], 
[37], [38], [47]. Another aspect of sequential pattern mining has been the various 
approaches to handling the period of the sequence, e.g., involving multiple time 
granularities [9] or allowing for partial periodicity of patterns [20]. The focus on 
user control of the sequential pattern mining process in terms of applying 
constraints [17], and in a querying-type approach [14] has also been explored. 
 
In general, association rule mining seeks to find co-occurrence patterns within 
absolute data values, whereas our solution works on the relative changes in data. 
In addition, association rule mining typically works on categorical data, i.e., 
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dimension values, whereas our solution works on numerical data such as measure 
values. 
 
Sequential pattern mining allows a time period to pass between the premise and 
the consequent in the rule, but it remains focused on co-occurrence patterns 
within absolute data values for categorical data. Furthermore, our solution uses a 
weighted elimination process to eliminate the contradictions that occur in real-
world data. This process allows us to generate fewer, but more general, rules at 
the schema level as opposed to the data level rules of association rules and 
sequential pattern mining. 
 
The introduction of multi-dimensional databases has given rise to multi-
dimensional pattern mining [41] which finds patterns in more dimensions than 
just one. In comparison, our solution is also working on multi-dimensional data, 
but the differences described above still holds when comparing to multi-
dimensional pattern mining. 
 
Other approaches to interpreting the behavior of data sequences are various 
mathematical correlation and regression techniques which attempt to describe a 
functional relationship between one measure and another [21]. These approaches 
do, however, not have the time-shifting capabilities of our solution, and neither 
do they balance contradicting rules as we do. 
 
The work on similarity search in timeseries databases [2], which identify patterns 
in timeseries, and the work on autoregression [31], which uses patterns in 
timeseries for prediction, resemble our solution from the perspective of 
understanding how data is related over a time period, however, our solution is 
different since it deals with rule relationships between multiple measures and 
these relationships can be both separated by a warning period in time as well as 
be inverse on each other. 
 
In addition to the approaches described so far, the latest technologies in lead-lag 
relationships in streaming data needs to be further investigated and perhaps used 
as inspiration in this project [16], [45], [51], [56]. 
 
With regards to making data available to the users, a lot of research has been 
conducted to incorporate new types of data such as XML [35], [36], [55] and 
documents [19], [39], [40] into the data warehouse. These technologies have 
expanded the scope of data which are available to the users in the BI space, and 
with regards to searching for documents; the research has even stretched into the 
integration with the traditional BI tools available to end-users [39], [40].  
 
On an inter-disciplinary level, research has been conducted to leverage business 
intelligence using the latest technologies available through the Open Source 
Community as well as technologies that are generally available on the internet 
[48]. The aim of this research so far har mostly been to establish the state of the 
art of a web-based approach to business intelligence in the form that it is already 
known. 
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In general, very little of the research today has applied a general theory for 
optimizing decision process from a more abstract perspective [43], let alone the 
cyclic decision making process and its interaction with the world as suggested 
with BI in the OODA loop, this includes the specific challenges arising on the User 
Interface (UI) level when we seek seamless integration between traditional BI 
disciplines like analysis, reporting, score carding, search for documents, data 
mining etc. With the exception of very dedicated applications for specific tasks [7], 
[11], [12], [29], [49], it seems that the research conducted so far, has been 
centered on improving the efficiency in individual BI components, with little focus 
on the decision making benefits that seems to be available from improving the 
interoperability between these components. However, perhaps some structured 
way of designing a UI can be inspired by clustering functionality similarly to the 
way modularity and community structure can be mined in social networks [34]. 
 
Exploring the possibilities of combining contemporary and future Business 
Intelligence technologies in integrated ways to gain another level of human – 
computer synergy in any business decision process is the exact quest of this 
project. 
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6. Project Plan 
 
In this section, the preliminary project plan has been broken down in specific 
activities. 
 

6.1 First Year Activities  
 
Investigate general principles of data mining. 
 
Investigate state-of-the-art technologies within the fields of association rules, 
sequential pattern mining, multi-dimensional pattern mining, and similarity search 
in timeseries databases. 
 
Develop application for generating synthetic data. 
 
Develop working prototype for sentinel discovery. 
 
Build data warehouse for test of sentinel discovery on synthetic and real-world 
data. 
 
Write two articles, one based on industry experience and one based on sentinel 
research. 
 
Scientific communication based on my research findings. 
 
Attend Ph.D. courses. 
 

6.1.1 Deliverables  
 
Short article and presentation at DOLAP 2007 in Lisbon: “Improving Business 
Intelligence Speed and Quality through the OODA Concept”. 
 
Article: “Discovering Sentinel Rules for Business Intelligence”. 
 

6.1.2 Courses  
 
Discovering Patterns in Streams and Graphs  2 ECTS 
Data Integration   2 ECTS 
DOLAP Conference in Portugal  0.5 ECTS 
Programming Super Computers  2.5 ECTS 
Mining the Social Web   2 ECTS 
Review Scientific Paper   0.25 ECTS 
Software Product Line Engineering  2 ECTS 

Total First Year   11.25 ECTS 
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6.1.3 Scientific Communication 
 
August 27th 2007: Presentation of CALM Philosophy in Tampa, Fl, USA 
 
September 5th 2007: Speech about LEAN and BI in Middelfart, Denmark 
 
September 17th 2007: Presentation of CALM Philosophy in Nyborg, Denmark 
 
October 12th 2007: Panel Participant in Entrepreneurship Fair in Copenhagen, 
Denmark 
 
October 25th 2007: Speech about CALM on Microsoft Convergence in 
Copenhagen, Denmark 
 
October 26th 2007: Speech about CALM and competitive positioning at TARGIT in 
Hjørring, Denmark 
 
November 3rd 2007: Lecturing about CALM at MBA education, Business Institute, 
Aalborg, Denmark 
 
November 9th 2007: DOLAP Panel Participant, Lisbon, Portugal 
 
December 4th 2007: Speech about CALM and Human Computer Synergies at IT 
Forum Vest, Esbjerg, Denmark 
 
April 9th 2007: Speech about CALM and competitive positioning during launch 
event on Arken, Ishøj, Denmark 
 
April 17th 2008: Speech about CALM and competitive positioning during event for 
customers at NAC Stadion in Breda, The Netherlands 
 
May 22nd 2008: Speech about CALM on SysTeam conference in Jönköbing, Sweden 
 
June 18th 2008: Speech about CALM and Sentinel Discovery on Platon’s 
Information Management Conference 2008, Copenhagen, Denmark 
 
August 27th 2008: Speech about CALM and Sentinel Discovery on KMD conference 
for public sector, Copenhagen, Denmark 
 
September 17th 2008: Interview on CALM and Sentinel Discovery on TARGIT 
Decision Day in Studio 24/7, Copenhagen, Denmark 
 
September 24th 2008: Speaking about Business Intelligence and Sentinels on IBC 
Euroforum conference, Copenhagen, Denmark 
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6.2 Second Year Activities  
 
First half 
Investigate state-of-the-art technologies within the field of leadership ranking of 
correlated timeseries. 
 
Develop working prototype of an optimized algorithm for sentinel discovery. 
 
Conduct performance study of optimized sentinel algorithm with original SQL 
implementation for sentinel discovery as baseline. 
 
Write article: “An Optimized Algorithm for Sentinel Discovery”. 
 
Second Half 
Develop working prototype of sentinel algorithm that traverses hierarchical data. 
 
Conduct performance study on multi-dimensional version of sentinel algorithm. 
 
Write article: “Sentinel Discovery on Dimension Hierarchies”. 
 
Whole year 
Scientific communication based on my research findings. 
 
Attend Ph.D. courses. 
 

6.2.1 Deliverables  
 
First half 
Article: “An Optimized Algorithm for Sentinel Discovery” 
 
Second Half 
Article: “Sentinel Discovery on Dimension Hierarchies” 
 

6.2.2 Courses  
 
The Scientific Venture   2.5 ECTS 
Writing and Reviewing Scientific Papers  3.75 ECTS 
Design and Analysis of Experiments  4 ECTS 
Participation in VLDB 2009   1.5 ECTS 
Participation in DaWaK 2009   1.5 ECTS 

Total Second Year   13.25 ECTS 
 

6.2.3 Scientific Communication 
 
October 25th 2008: Lecturing about CALM at MBA education, Business Institute, 
Aalborg, Denmark 
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I intend to be communicating my research findings on various sessions similar to 
those listed under first year activities. These sessions are typically scheduled 3-4 
months ahead which makes them impossible to list years ahead; however the 
volume of scientific communication is expected to increase as my research 
progresses. 
 

6.3 Third Year Activities  
 
First half 
Build data warehouse with real-world data collected from select organizations as 
well as weather data. 
 
Test multi-dimensional algorithm for sentinel discovery on real-world data. 
 
Assess feasibility of sentinel rules in real-world scenarios based on testing. 
 
Write article: “Sentinel Discovery in the Real-World”. 
 
Second Half 
Conduct field study where a select number of business intelligence users’ 
numbers of clicks are monitored during operation. 
 
Analyze data collected during field study to assess the feasibility of clicks as being 
a relevant measure for usability.  
 
Write article: “Is Few Clicks a Valid Measure for Effectiveness in Business 
Intelligence?” 
 
Whole year 
Scientific communication based on my research findings. 
 
Attend Ph.D. courses. 
 

6.3.1 Deliverables  
 
First half 
Article: “Sentinel Discovery in the Real-World” 
 
Second Half 
Article: “Is Few Clicks a Valid Measure for Effectiveness in Business Intelligence?” 
 
Ph.D. thesis 
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6.3.2 Courses  
 
Participation in DOLAP 2009   0.5 ECTS 
Reviewing 2 Scientific Papers   0.5 ECTS 
TBD Relevant Project Related Courses  4.5 ECTS 

Total Third Year   5.5 ECTS 
 

6.3.3 Scientific Communication 
 
I intend to be communicating my research findings on various sessions similar to 
those listed under first year activities. These sessions are typically scheduled 3-4 
months ahead which makes them impossible to list years ahead; however the 
volume of scientific communication is expected to increase as my research 
progresses. 
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7. Presentation of Thesis 
 
The Ph.D. thesis will be a collection of the papers produced during the Ph.D. 
project. The thesis will consist of an introduction followed by a chapter for each of 
the papers before a conclusion including suggestions for future work. The 
expected content and lengths of the articles are briefly described below. 
 

¶ Improving BI Speed and Quality through the OODA Concept 
This article introduces the Observation-Orientation-Decision-Action 
(OODA) concept as a mean to identify three new desired technologies in 
business intelligence applications that improve the speed and quality in 
the decision making processes.  
Article length: 4 pages. 

 

¶ Discovering Sentinel Rules for Business Intelligence 
The paper presents a method for sentinel rule discovery and an SQL 
implementation of this based on Microsoft SQL Server 2005. The 
implementation is assessed in computational complexity and subjected to 
experimental evaluation. Furthermore, the implementation is tested on 
real-world data.  
Article length: 20 pages. 

 

¶ An Optimized Algorithm for Sentinel Discovery 
This article introduces an improved algorithm to sentinel discovery and 
uses the simple solution from previous article as a baseline. 
Article length expected: 20-25 pages. 

 

¶ Sentinel Discovery on Dimension Hierarchies 
This article introduces a parameterized implementation of the sentinel 
algorithm that exploits the dimensions to discover sentinels that only 
apply to certain dimension values. 
Article length expected: 20-25 pages. 

 

¶ Sentinel Discovery in the Real-World 
This article will be a field study on real-world data to assess the feasibility 
of sentinels. 
Article length expected: 20-25 pages. 

 

¶ Is Few Clicks a Valid Measure for Usability? 
This research will investigate the feasibility of few clicks being a valid 
measure for the effectiveness of the user traveling through the phases of 
the OODA loop. In practice we will set up a number of tasks that a number 
of test users will have to do in a number of applications. During these 
tasks we will observe the number of clicks as well as the success of the 
tasks, and in addition we will ask the users own opinion of perceived 
usability. 
Article length expected: 20-25 pages. 
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8. Course Activities 
 
According to the requirements defined by the Ministerial Order on the Ph.D. 
degree, a Ph.D. study program must include organized course activities equivalent 
to 30 ECTS credits. In some cases, conference participation can be considered 
equivalent to course activities. The tables below show the planned course 
activities divided into two categories: study-related and project-related. 
 

Study Related Courses ECTS Status 

Programming Super Computers 2.5 Completed 

Software Product Line Engineering 2 Completed 

Writing and Reviewing Scientific Papers 3.75 Signed up 

Design and Analysis of Experiments 4 Signed up 

Theories of Science 2.5 Signed up 

Total Study Related 14.75   

   Project Related Courses and Conferences ECTS Status 

Discovering Patterns in Streams and Graphs 2 Completed 

Data Integration 2 Completed 

DOLAP 2007 0.5 Completed 

Review Scientific Paper 0.25 Completed 

Mining the Social Web 2 Completed 

VLDB 2009 1.5 Planned 

DaWaK 2009 1.5 Planned 

DOLAP 2009 0.5 Planned 

Review two Scientific Papers 0.5 Planned 

TBD Relevant Project Related Courses 4.5 Planned 

Total Project Related 15.25   
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9. Scientific Communication 
 
During the first year I have engaged in 16 different activities that integrated the 
research of this project, 14 of these were industrial conferences, one was a brief 
presentation on a scientific conference and one was a lecture on a business school 
(Please see section 6.1.3 for details). Each of these activities required at least one 
working day of preparation, a typical speech is about 45 minutes and a lecture is a 
3-4 hours session. During the first year one short and one full-length article were 
written which accumulates to one man-month. 
 
In addition to this communication, the research conducted is being communicated 
internally in the TARGIT organization in order to be applied (Please see section 
10.3 for details). This scientific communication to industry accumulates to about 
one man-month per year. 
 
It is expected that the amount of scientific communication will be at least the 
same during the second and third year of this project. However, in addition, four 
full-length articles are delivered and it is expected that at least two of these 
articles will lead to full-length presentations on recognized scientific conferences 
during this period. Each article is expected to consume one man-month of writing 
and each presentation is expected to consume one man-week. 
 
The amount of time spent on scientific communication the first year and the 
expected communication during second and third year can be summarized in 
man-months as follow: 
 
First year: 
Industrial conferences  0.5 
Writing articles  1 
Industrial communication  1 
 
Second year: 
Scientific conferences  0.5 
Industrial conferences  0.5 
Writing articles  2 
Industrial communication  1 
 
Third year: 
Scientific conferences  0.5 
Industrial conferences  0.5 
Writing articles  2 
Industrial communication  1 
 
Total during the project:  10.5 months 
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10. External Activities 
 

10.1 Participation in Relevant Conferences 
 
It is intended to participate in well-regarded conferences to present the work and 
to gain knowledge about new research results. The DOLAP 2007 conference has 
been attended in November 2007. The remaining planned papers will also be 
submitted to conferences. It is planned to submit them to relevant scientific 
conferences (Please see sections 3.2 and 3.3). 
 

10.2 Stay at a Foreign Research Institution 
 
During the second year it is planned to assist Professor Torben Bach Pedersen in 
research at University of Montpellier II in France in the period mid May to early 
June. The department is known for the research on rule based systems, in 
particular the works by Anne Laurent et al about multidimensional sequential 
pattern mining is closely related to the research on Sentinel Rules. The 
collaboration with University of Montpellier II is intended to be initiated prior to 
the visit and expected to continue after, however, the timing seems to be optimal 
since the delivery of the article “Sentinel Discovery on Dimension Hierarchies” is 
expected shortly after this visit (please see section 6.2.1). 
 

10.3 Industrial Application of Research 
 
Since the research in this project is sponsored by TARGIT A/S there is an inherent 
desire to transfer the knowledge gained to industrial application. The first 
research in Sentinel Rules is going to be implemented in a real-world application 
which is scheduled to be released in the market in spring 2009. Following in the 
next years more optimization and functionality is expected to be transferred from 
this project as the research progresses. 
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